
Chapter 5

Application

5.1 Overview

In this chapter, modelling with mixture copulas is investigated by application to a

real life data set. The mixture models discussed above, including mixture copulas

and informative mixing, are compared against conventional estimation using copulas.

A bivariate normal �t is also conducted as a non-copula based control. The results

con�rm the conclusions drawn above, that mixture copulas have the greatest advantage

when the correlation is relatively small. It also demonstrates the success of informative

mixing, where the incorporation of prior information leads to a signi�cant modelling

advantage.

5.2 NBA Data

The data set investigated here consists of career average statistics of professional bas-

ketball players of the National Basketball Association (NBA) in the United States of

America. The period from which the data are drawn dates from the 1950-51 season

through to the 1993-94 season. The two variables of interest are Assists Per Minute

(APM) and Points Per Minute (PPM); both measures are commonly used as indi-

cations of player quality in terms of, respectively, passing and scoring; see Chatterjee

[1999].

In basketball terms, an �assist� is attributed to a player who passes a ball to a

teammate in such a way as to enable the scoring of a �eld goal. A player�s �points�,

on the other hand, refers to any points resulting from a successful shot by that player

(NBA [2001]). Here, the data set containing the APM and PPM career averages of

NBA players was constructed using raw data obtained from the Microsoft Complete

NBA (1994) CD-ROM. The raw data included statistics relating to a total of 2522
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Figure 5.1: Scatter plot of PPM against APM with histograms of each attached.
Highlighted data points are those in Simono¤�s data set.

players who have played in the NBA.

However, data relating to the number of minutes played was not available before the

1950-51 season. As a result, 343 observations (being players whose entire careers were

before 1950-51) were excluded, leaving 2179 observations in total. For a further 101

observations (being players who played both before and after 1950-51), data relating to

the portion of their career occurring before 1950-51 were removed. Finally, for players

who have played very few minutes in total, average statistics will not be reliable.

Thus, those players whose total playing times were less than 48 minutes (the length

of a full game in the NBA) were removed, a total of 191 observations. The �nal data

set contained 1988 observations. For each of these, PPM and APM were calculated

by dividing total points and total assists, respectively, by total minutes. Figure 5.1

shows the distribution of the resulting data set with a scatterplot of the bivariate data

coupled with histograms for each variable.
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Two observations in particular are highlighted, these being the career high PPM

record held by Michael Jordan, and the career high APM record held by John Stock-

ton, still unbroken today.

The relationship between AMP and PPM had earlier been investigated by Si-

mono¤ [1996, Ch. 4], who investigated the relationship between the two variables

for 96 NBA guards in the 1992-1993 season. The players in Simono¤�s data set are

highlighted in Figure 5.1. Using kernel smoothing methods, he detected bimodality in

the joint distribution of APM and PPM , a �nding that motivated partitioning the

players into two groups according to their APM score. On doing so, Simono¤detected

positive correlation amongst the guards whose APM < 0:2 (sample Spearman�s rank

correlation coe¢ cient, henceforth denoted r, was �0:2356), and negative correlation
amongst those whose APM > 0:2 (r = 0:1612).

This larger data set, by contrast, contains records on NBA players in all positions,

not just guards; it records career statistics, not single season averages. For all n = 1988

pairs, the sample Spearman rank correlation coe¢ cient was r = 0:0482. To investigate

a possible partitioning e¤ect as found by Simono¤, a search was performed across

APM -ordered pairwise data partitions that maximises the di¤erence in Spearman�s

coe¢ cient. This procedure uncovered that, for the set of n+ = 1299 players for whom

APM < 0:09724, hereafter termed Partition 1, sample Spearman�s rank correlation

coe¢ cient was r = 0:1560. For the remaining set of n� = 689 players for whom

PPM > 0:09742, hereafter termed Partition 2, r = �0:1964.
The presence of these partitions with signi�cantly di¤erent correlation motivates

an estimation procedure based on partitioning of the data set. As will be illustrated

below, the prior information regarding the direction of correlation in each partition

can be incorporated into estimation via informative mixing.

One �nal observation is in order in relation to the comparison with Simono¤�s data

set. While the correlations found in the present data set is of comparable magnitude

relative to Simono¤�s data, they display the opposite signs: Simono¤ found negative

correlation in the lower partition, while the larger data set displays positive correlation

in the lower partition. In addition, the partition point is di¤erent in the two data

sets. This discrepancy can possibly be attributed to distributions di¤ering by player

position. Simono¤, for example, hypothesised that the partitions corresponded to

point guards as opposed to shooting guards. To extend this hypothesis, it may be

that a di¤erent distribution corresponds to each position, with the result that the

full data set, containing players in all positions, displays a di¤erent distribution to

the guards data set. If this is the case, then it may be that information relating to

�positions� can be exploited in estimation, either via using positions as a covariate,

or by using a weighted sum (�nite mixture) of di¤erent models corresponding to the
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distribution for each position. This is discussed again in Section 6.1, Further Research.

5.3 Estimation

A total of eight copula-based models, and one non-copula based model, are �tted to

this data set. Two, involving the AMH copula (2.8) and its Beta(�; 1)-mixture (3.17)

respectively, are �tted to the full set of n = 1988 pairs. For Partition 1 (n+ = 1299),

we �t the AMH copula (2.8) and its Beta(�; 1)-mixture (3.17), but in addition, also

�t the Beta(�; 1)+-mixture, which is equivalent to (3.19) with b = 1. Likewise, for

Partition 2 (n� = 689), we �t the AMH copula (2.8) and its Beta(�; 1)-mixture (3.17),

and, in addition, the Beta(�; 1)�-mixture, which is equivalent to (3.20) with b = 1.

For comparison, a bivariate normal distribution, with pdf

f(x; y) = (2��x�y
p
1� �2)�1 � (5.1)
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where �x � 0, �y � 0, �1 � � � 1, and x; y 2 (�1;1), is �tted to the data to
establish the superiority of copula-based models.

Unlike in the simulation exercise, the variables APM and PPM do not have uni-

form marginal distributions. In order to estimate the copula-based bivariate models,

it is necessary to estimate a marginal model in addition to the copula. There are a

number of ways in which this can be done. For parametric copula models, the most

tractable estimation method is maximum likelihood estimation via a two-stage process.

There are two commonly-used variants. The �rst is Inference Functions For Margins

(IFM), which requires parametric marginal distributions to be speci�ed. First, each

margin is estimated in turn via maximum likelihood. Then, the dependence parame-

ter(s) is(are) estimated, holding the marginal parameters �xed from the �rst stage.

The second is Canonical Maximum Likelihood (CML), where, instead of the �tted

margins, the empirical cdf is used as an estimate of the marginal distribution. The

copula is then estimated based on these estimates. In this case, because the margins

display fairly regular shapes, as seen from Figure 5.1, the semiparametric CML method

would not add signi�cant �exibility. As a result, IFM is preferred.

Joe [1997] discusses the IFM estimator at length, demonstrating that it is both

consistent and asymptotically normal, under standard regularity conditions for as-

ymptotic maximum likelihood theory (as to which, see, for example, Ser�ing [1980]).

In particular, the asymptotic variance-covariance matrix is given by the inverse Go-

dambe information matrix. That is,

p
n(b�IFM � �) d! N(0; Ģ�1(�))
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where � is the vector of true parameters (both of the margins and of the copula),b�IFM is the IFM estimator, n is the sample size, and Ģ�1 is the inverse Godambe

information matrix, given by:

Ģ�1(�) = D�1M(D�1)0

where, for likelihood function L,

D = E[
@2 lnL

@�@�0
]; M = E[

@ lnL

@�

@ lnL

@�0
]:

Because estimation of the asymptotic covariance matrix n�1Ģ�1(�) involves the com-

putation of many derivatives, an alternative approach is to use the jackknife method.

Under this method, the observations are divided into n1 random blocks of n2 each (i.e.

n = n1n2). Then a total of n1 estimators can be obtained, each using the (n � n2)
observations with the kth block deleted. Let ~�(k) be the estimator of � without the

kth block. Then, the jackknife estimator of n�1Ģ�1(�) is

n1X
k=1

(~�(k) � b�IFM )(~�(k) � b�IFM )0:
Here, the data is divided into blocks of size 50, or as close as practicable, yielding 40

blocks for the entire data set, 26 blocks for Partition 1, and 14 blocks for Partition 2.

Joe [2005] studied the relative asymptotic e¢ ciency of IFM. It was found that

IFM is highly e¢ cient, compared to simultaneous maximum likelihood estimation of

all parameters, for discrete marginal distributions. For estimation of the marginal

parameters in continuous marginal distributions, e¢ ciency is lower with strong de-

pendence. In both cases, the dependence parameter estimator is generally e¢ cient,

except in the case of extreme dependence near the Fréchet-Hoe¤ding bounds (2.11)

and (2.12). In the present case, although the marginal distributions are continuous, the

dependence level in both partitions and in the data set overall are relatively low. The

marginal parameter estimates are thus expected to be relatively e¢ cient. Likewise,

since the data set does not display extreme dependence near the Fréchet-Hoe¤ding

bounds, the dependence parameter estimator is expected to be e¢ cient.

5.4 Estimated marginal distributions

In estimating the copula-based models by IFM, the �rst step is to estimate the marginal

distributions via maximum likelihood. A variety of di¤erent marginal distributions

were compared. Models considered include the Normal, Beta, Inverse Gamma, Inverse

Gaussian, Lognormal, Weibull and a Pearson system �t. Those with the best �t are
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shown in Figure 5.2. For the entire data set, the Beta distribution provided the best �t

for APM while the Normal distribution provided the best �t for PPM . For partitioned

PPM , the Beta and Normal distributions provided the best �ts for Partition 1 and

Partition 2 respectively.

For partitioned APM , truncated Beta distributions provided the best �t. This is

expected because the data is partitioned based on ordered APM . Partition 1 contains

that portion of data for which APM < 0:09724. Hence, the truncated model �tted was

the Beta distribution truncated above at 0.09724, henceforth denoted as Betar(�; �),

and with functional form

f(x;�; �jX � 0:09724) =
f(x;�; �)

F (0:09724;�; �)
; � > 0; � > 0;

=
x��1(1� x)��1

B(�; �)

�
B0:09724(�; �)

B(�; �)

=
x��1(1� x)��1
B0:09724(�; �)

where Bz(�; �) denotes the incomplete Beta function

Bz(�; �) =

Z z

0
t��1(1� t)��1dt:

Similarly, the best �t to Partition 2 APM was provided by a Beta distribution

truncated below at 0.09724, henceforth denoted as Beta`(�; �), and with functional

form

f(x;�; �jX > 0:09724) =
f(x;�; �)

1� F (0:09724;�; �) ; � > 0; � > 0;

=
x��1(1� x)��1

B(�; �)

��
1� B0:09724(�; �)

B(�; �)

�
=

x��1(1� x)��1
B(�; �)�B0:09724(�; �)

The parameter estimates for the �tted models, along with standard errors, are

presented in Table 5.2.

5.5 Bivariate results

The joint model estimates are presented in Table 5.21. With the margins �xed, the

models compete on the basis of copula speci�cation. For the whole data set, results

1To ensure the robustness of these results to outliers, the whole procedure is repeated with the
removal of each and both of the two main outliers, John Stockton, and Michael Jordan. The results
remain substantially identical, and the conclusions below continue to hold.
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Figure 5.2: Frequency polygon and preferred �t (dashed) for APM -partitioned data
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Table 5.1: Bivariate normal parameter estimates for NBA data
Parameters �̂x �̂y �̂x �̂y �̂ logL

Estimates
(standard errors)

0:0898
(0:0012)

0:3899
(0:0024)

0:0514
(0:0008)

0:1084
(0:0017)

�0:0017
(0:0224)

4676:44

Table 5.2: IFM estimates of copula-based models for NBA data

Margins APM; PPM (i) Copula Estimate logL No.
Entire data: Beta(3:0033

(0:0637)
; 30:3404
(0:8204)

) (2.8) b� = 0:1333
(0:0778)

4959:00 (1)

n = 1988 N(0:9010
(0:0027)

; 0:1082
(0:0020)

) (3.3) b� = 1:0936
(0:1618)

4966:65 (2)

Partition 1(ii): Betar( 4:3539
(0:23476)

; 55:0286
(4:5668)

) (2.8) b� = 0:4478
(0:0685)

4350:67 (3a)

n+ = 1299 Beta(7:4704
(0:3542)

; 11:7168
(0:5820)

) (3.19) b� = 0:6680
(0:1699)

4352:06 (4a)

Partition 2(ii): Beta`(2:5165
(0:7087)

; 24:5138
(3:3704)

) (2.8) b� = �0:6725
(0:1354)

1951:87 (3b)

n� = 689 N(0:3917
(0:0037)

; 0:1087
(0:0051)

) (3.20) b� = 2:1108
(1:3862)

1951:88 (4b)

Notes:
(i) Cells contain the �tted models for APM above and PPM underneath
(ii) Partition 1: APM < 0:09724; Partition 2: APM > 0:09724
(iii) Jackknife standard errors in braces
(iv) Figures to 4dp

for the AMH copula (2.8) and the Beta(�; 1)-mixture AMH copula (3.3) are reported.

For the partitioned data sets, results for the AMH copula (2.8) and the corresponding

informative mixture copula ((3.19) and (3.20)) are reported. For comparison, a non-

copula based, bivariate normal model (5.1) is estimated, with results presented in

Table 5.1.

In comparing the �t of these models, it should be noted that, as discussed above,

where models have the same number of parameters, a comparison of their log-likelihoods

is equivalent to model selection via AIC or BIC measures. In this case, each of the

non-partitioned models contain �ve parameters: four marginal parameters and one de-

pendence parameter in the case of the copula-based models, and �ve parameters in the

case of the bivariate normal model. Both of the partitioned models, being composed

of two copula-based models for the two paritions, contain ten parameters.

However, to compare between the partitioned and unpartitioned model, adjust-

ments need to be made for the di¤ering number of parameters in each model. Two

commonly used measures in model selection, the AIC and the BIC, are computed using

the formulas (4.5) and (4.6), and are presented in Table 5.3.
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Table 5.3: Goodness-of-�t statistics for models �tted

Model no. Description logL AIC(i) BIC(ii)

(5.1) Bivariate normal 4676:44 �9342:88 �9314:91
(5.2.1) AMH copula, unpartitioned 4959:00 �9908:00 �9880:03
(5.2.2) mixture copula, unpartitioned 4966:65 �9923:30 �9895:33
(5.2.3a,b) AMH copula, partitioned 6302:54 �12585:08 �12529:13
(5.2.4a,b) informative mixtures, partitioned 6303:94 �12587:88 �12531:93

Notes:
(i) Akaike information criterion
(ii) Bayesian information criterion
(iii) Figures to 2dp

5.5.1 Comparing mixture copulas with parent copulas

Firstly, we compare copula-based models against the control, the bivariate normal

model. In examining the models for the whole data set, (5.2.1), (5.2.2), and the bivari-

ate normal model, we �nd that the maximised log-likelihoods (and thus, the AIC and

BIC measures) of the copula-based models far outstrip the maximised log-likelihood

of the bivariate normal copula. Given that all three models have �ve parameters, it is

clear that the copula-based models is a far better �t than the bivariate normal model.

This is illustrative of the modelling advantage o¤ered by the �exibility of copula-based

models, where margins can be selected at will, compared to more standard bivariate

models.

Secondly, we compare between the unmixed and mixed models. As stated above,

since both the AMH and the mixture models have �ve parameters, comparison of log-

likelihoods is equivalent to comparison by AIC or BIC measures. By comparing the

AMH model (5.2.1) and the mixture AMH model (5.2.2), we �nd that the mixture

AMH model shows a signi�cant improvement over the unmixed model. This is con-

sistent with the result found in Chapter 4, that the greatest di¤erence in performance

between the two models occurs near the centre of the dependence range. The whole

data set displays weak correlation, with a sample Spearman�s rho of 0:0482, and so

the mixture model displays signi�cant modelling advantage. In Partition 1, the AMH

family produces a worse �t (log-likelihood 4350:67; �tted �̂ = 0:1694) than the positive-

coverage, Beta(�; 1)+-mixture AMH (log-likelihood 4352:06; �tted �̂ = 0:1634), but

the di¤erence is not great. Again, this is consistent with the level of correlation lying

well away from the extremes of dependence coverage. In Partition 2, by contrast,

r = �0:1964 is reasonably close to the negative extreme of � = �0:2711 for C�1(u; v).
Hence, we do not expect the mixture copula to be well di¤erentiated from its par-
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ent copula. This expectation is borne out by the estimation results, with the AMH

model and the negative range, Beta(�; 1)�-mixture AMH producing log-likelihoods of

1951:87 and 1951:88 respectively. From the earlier simulation exercise, we obtained

the result that each model performs better when it is true. Hence, the fact that the

mixture model always does better, albeit with di¤erent levels of magnitude, can be

interpreted as an indication that the true dependence structure is better described by

the mixture model(s) than the AMH model.

5.5.2 E¤ect of partitioning

The partitioned model here demonstrates the use of parameter mixing to convey prior

information. The unpartitioned, unmixed model (5.2.1) yielded a maximised log-

likelihood of 4959:00, while the unpartitioned, mixed model (5.2.2) yielded a max-

imised log-likelihood of 4966:65. This translates to AIC measures of �9908:00 and
�9923:30 respectively. In comparison, the partitioned models are much more success-
ful. The sum of maximised log-likelihoods for the partitioned, informatively mixed

model (5.2.4a,b) is 4352:06 + 1951:88 = 6303:94, which translates to an AIC mea-

sure of �12585:08 (The partitioned, unmixed model (5.2.3a,b) yielded a slightly worse
�gure of 4350:67 + 1951:06 = 6301:73 for the log-likelihood, and �12587:88 for the
AIC).

By examining the AIC and BIC measures in Table 5.3, it is clear that the parti-

tioned models display unambiguous modelling advantage over the unpartitioned mod-

els. This demonstrates the success of a partitioned model, and in particular the user

of informatively mixed copulas to convey prior information in the partitioned model.


